Language and Statistics i

Lecture 19: Unsupervised learning for structured models
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Proof that EM = Partial-Data MLE

« Claim: EM iterations improve likelihood,
converging to a local optimum.

maximizing likelihood
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MLE-Objectve - M-Step-Objective
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Central Claim
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Central Claim
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Neal and Hinton (1998) View

Esc)[H @Y | X)I+ Esxgvixollogp (Y | X))+ Ejxyllogp (X)]

e E step improves first two terms by changing q.
e M step improves second two terms by changing ! .

e This is not likelihood! It’s an objective for which coordinate ascent
IS equivalent to EM.



Generalization

.—|H
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¢ " |s an additional parameter.
e Changing it affects the E step.
e Equates to putting a soft entropy constraint on EM.

" # oo equates to Viterbi EM.



Even More General EM
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Convergence

e EM is a technique for locally optimizing a specific function
- the marginal likelihood of the observed part of your data.

e EM iterations will never decrease likelihood.

e Under some conditions, EM converges to a saddle point ;
generally it is assumed that EM will converge to a local
maximum.

e |inear convergence (i.e., slow); depends on how much
iInformation is missing.

* |nitialization can have a big effect!



When You Can Use EM

e EM assumes you have a generative story for all of your
data: the observed parts x and the hidden parts y.

e |n NLP, EM is usually used with multinomial-based models.
It can be used with log-linear models, but this isn’t done so
often. We’ll come back to this.

e |[f there are no hidden parts, EM reduces to MLE!



Toward Structured Models

e There are way too many values of Y to sum over!
e Two key points:
® Do not want to sum over Y by enumeration.

e Do not want g to be computed explicitly.



Consider the M Step
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To maximize likelihood, what do we need?

e For multinomial-based models (HMMs, PCFGs, etc.), we
need event counts .

¢ For log-linear models in general, we need feature counts .



Simplifying the M Step (multinomials)
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Simplifying the M Step
(log-linear models)
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Sufficient Statisics

¢ A statistic is sufficient for a parameter when

p(data | *) = p(data | statistic)

e The M step only requires sufficient statistics under q.

e For NLP models, this usually means expected counts .



HMM Expectations
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PCFG Expectations
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In General

e Don’t compute q directly in the E step.
e Just get the sufficient statistics.

e Inside and Outside algorithms can help for some models
(when features/events are local).

e Other alternatives (less common in NLP):
e Sample from q(y | X) to get sufficient statistics.
e Use a variational approximation to g(y | x).

¢ This should remind you of the factored dual in structured
maximum margin training!

e Use statistics on structure pieces instead of whole
structures.



Probabilistic CKY

constit(X, I, I) max= word(W, I) I unary(X, W).

constit(X, I, K) max= constit(Y, |, J) ! constit(Z, J+1, K) !

binary(X, Y, 2).
goal max= constit(S, 1, N) ! length(N) ! startsymbol(S).

The value of goal

= maximum among probabilities of parses of this sentence



Visualizing Probabilistic CKY
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The Inside Algorithm

constit(X, I, ) += word(W, I) ! unary(X, W).
constit(X, I, K) += constit(Y, |, J) ! constit(Z, J+1, K) !

binary(X, Y, 2).
goal += constit(S, 1, N) I length(N) ! startsymbol(S).

The value of goal
= sum of probabilities of all parses of this sentence

= probability of the sentence



What we really need for PCFG-EM ...

* For each rule, need expected count (frequency/feature):

E[ffamsc (X, Y)] = E[fa—i5,c (X, Y)]
= p(S —* X, TAX[L1 )P(A — BC)p(B —* x| )p(C —* xk,; )

= outside(A, i,k )p(A — BC)inside(B, i, )inside(C,j +1,Kk)



Outside Algorithm?

e Analogous to forward-backward: inside-outside
¢ | ecture 10: transforming forward to backward equations

e Good exercise: derive outside algorithm from inside!



The Outside Algorithm

outside(Y, |, J) += outside(X, I, K) I constit(Z, J+1, K) !

binary(X, Y, 2).
outside(Z, J+1, K) += outside(X, |, K) ! constit(Y, I, J) !

binary(X, Y, 2).
outside(S, 1, N) += length(N) ! startsymbol(S).




Pereira and Schabes (1992)

e Suppose you have a partially bracketed corpus.

¢ \Want to constrain re-estimation to respect the known
bracketings. Everything else is hidden.

(Democrats took control of both houses) no information
((Democrats) took control of (both houses)) base NPs

((Democrats) took (control of (both houses))) ail NPs
(

Democrats (took control of both houses)) vp



Inside Algorithm (Outside Algorithm Implied)
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Inside Algorithm (Outside Algorithm Implied)
- Modified

(i,k) doesn'’t cross any
known constituents




Pereira and Schabes (1992)

¢ \When compared with unconstrained EM:
e Better fit to the data (cross-entropy)
e Better accuracy

e Faster convergence
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Merialdo (1994)

® Suppose you have some tagged text and some untagged text.
e You could train a tagger on the tagged text.
e Can you use the untagged text to help?
e Merialdo:
¢ \/ary the amount of tagged text
e Use the tagged text to initialize

* Run EM.



Merialdo (1994)
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Merialdo (1994)

e Similar results by Elworthy (1994).

e Another way to combine the data:

m_aleogp; Xi,Yi) + » logp Zp; X;,Y)

L U

e Equivalently, augment E step counts with observed counts
before each M step.

e (Same effect, anecdotally.)



The Two Main Problems With EM

e Marginal likelihood # Accuracy

¢ | ocal optima
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Variants

e MAP instead of MLE: add a prior (smoothing)

® For speed:
e \Viterbi approximation (mode instead of expectation in E step)
e Incremental EM (M step after every example)

® To improve parameter search quality:

e Deterministic annealing: gradually relax an entropy constraint
on g (affects the E step only)

e Random restarts

e Random reweighting of examples

¢ Really good initialization
¢ Alternative objective



