
Language and Statistics II

Lecture 8:  HMM wrap-up; log-linear models for sequences



Last lecture

¥Backward probabilities

¥Forward probabilities

¥Useful quantities they can be used to calculate

¥Probability of a sequence

¥Most probable label sequence

¥Random label sequence (homework 2!)

¥Minimum expected label-loss sequence

¥Notes on the wiki!
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Extensions to HMMs

¥Higher n (how are algorithms affected?)

¥Factored states, multiple levels

¥Lots of neat work by Bilmes (UW).

¥Also a toolkit.

¥Mixture with Markov model

¥Adding features  (coming soon)
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Hidden Markov Model 
(Variant with more conditioning)

! 

" ci |ci#2,ci#1( )
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Hidden Markov Model
(Factored-state variant)

! 

" ci |ci#1,qi( )

! 

" si |ci( )

! 

" qi |qi#1( )



Summary So Far

¥Tradeoffs in modeling

¥Model !  application !  inference algorithm

¥Review of HMMs (model, well-known applications, common 
algorithms)

¥Lots of dynamic programming tricks

Next:
¥Richer models through features



Logistic Regression

logp(Y = true | x; ! ) ! ! ! x

p(Y = true | x; ! ) =
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Logistic Regression, Alternative View

logp(Y = true | x; ! ) ! ! ! x

p(Y = true | x; ! ) =
e! ! x

1 + e! ! x

=
1

1 + e" ! ! x

boolean Y,
real-valued X

p(Y = true | x; θ) =
e! ! f (x )

1 + e! ! f (x )

boolean Y,
arbitrary X

f is a feature vector function that embeds x in ! n



Multinomial Logistic Regression
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Multinomial Logistic Regression

logp(Y = true | x; ! ) ! ! ! x

p(Y = true | x; ! ) =
e! ! x

1 + e! ! x

=
1

1 + e" ! ! x

boolean Y,
real-valued X

p(Y = true | x; θ) =
e! ! f (x )

1 + e! ! f (x )

boolean Y,
arbitrary X

p(Y = y | x; ! ) =
e! ! f (x,y )

∑
y " e! ! f (x,y " )

discrete Y,
arbitrary X



Terminology

¥Logistic regression isnÕt for regression (itÕs for classiÞcation)

¥From ÒlinearÓ models to Òlog-linearÓ models:

¥Linear function ! Tf gives you a score

¥Exponentiating the score makes it positive

¥Renormalizing it makes it a probability

¥We will use Y to denote the outcome , the variable to be 
predicted

¥We will use X to denote the context , the variable observed



Log-Linear Models

z(x,θ) =
!

y

expθ! f (x, y) =
!

y

exp
d!

j =1

! j fj (x, y)

logp(y | x, ! ) = ! ! f (x, y)
! "# $

d%

j =1

θj f j (x, y)

! logz(x, ! )
! "# $
constant( y )

weights

partition function

feature function
weights



Training Log-Linear Models

¥Maximum Likelihood Estimation:

¥Plugging in the log-linear form, this gives:

max
θ

n!

i =1

p(yi | xi , θ) ! max
θ

n"

i =1

logp(yi | xi , θ)

max
!

n∑

i=1

θ! f (xi, yi) ! log z(xi, θ)



Training Log-Linear Models

L(! ) =
n!

i =1

! ! f (xi , yi ) ! logz(xi , ! )

= ! !
n!

i =1

f (xi , yi ) !
n!

i =1

logz(xi , ! )

! L
!" j

=
n!

i =1

fj (xi , yi ) !
n!

i =1

! logz(xi , ! )
!" j



Surprise

¥n-gram models are log-linear models

¥HMMs are log-linear models



N-gram Model as a Log-Linear Model

¥What is X?
¥What is Y?
¥What is ! ?
¥What is f?
¥What is z?

p(sn
1 ) =

n!

i =1

! (si | si ! 1
i ! m )

=
n!

i =1

elog ! (si |si ! 1
i ! m )

z(si ! 1
i ! m , ! )
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Example

The man who knew too

much
many
little
few
...

women

f knew too littl e(á)

0
0
1
0
...
0

1
0
0
0
...
0

fknew too much(á)



Models We Know

¥Classic Markov models:  collections of conditional multinomials .

¥Log-linear Markov models:  collections of log-linear models . 

¥Both  deÞne distributions over the Ònext wordÓ given a Þnite history.



Another View of the Markov Model

¥What is X?
¥What is Y?
¥What is ! ?
¥What is f?
¥What is z?

p(sn
1 ) =

exp
∑

! ! ! m ! 1 ," ! !

count(αβ; sn
1 ) log γ(β | α)

z(! )



A General ÒWhole SentenceÓ Model

¥This idea is due to Rosenfeld (1994).
¥The hard part:  z(! ).

¥Requires summing up over all possible sequences.

p(sn
1 ) =

exp! ! f (sn
1 )

z(! )



Log-Linear Model over Sequences

p(sn
1 ) =

n!

i =1

e! ! f (si " 1
i " m ,s i )

z(si ! 1
i ! m , θ)

¥What is X?
¥What is Y?
¥What is ! ?
¥What is f?
¥What other features might be helpful?



Key Things To Remember

¥Classic N-gram models:  collections of conditional multinomials .

¥Log-linear N-gram models:  collections of log-linear models .  X is 
the previous m words, Y is the ÒnextÓ word. 

¥Globally normalized log-linear sequence model:  one log-linear 
model over the whole sequence, normalized globally.  X is a null 
event, Y is the whole sentence.
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A Tale of Many Models
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A Tale of Many Models

p(sn
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1 )

Markov
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p(sn
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n +1!
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i ! m )

(collection of local, conditional models)

(one global model)

p(sn
1 ) =

n +1∏

i =1

exp(! ! f (si
i " m ))

z(si " 1
i " m )

p(sn
1 ) =

exp(! ! f (sn
1 ))

z(! )



A Tale of Many Models

p(sn
1 ) =

n +1!

i =1

! (si | si ! 1
1 )

Markov

log-linear

p(sn
1 ) =

n +1!

i =1

! (si | si ! 1
i ! m )

(collection of local, conditional models)

(one global model)

p(sn
1 ) =

n∏

i =1

exp(! ! f (si
1)

z(si " 1
1 , ! )

p(sn
1 ) =

n +1∏

i =1

exp(! ! f (si
i " m ))

z(si " 1
i " m )

p(sn
1 ) =

exp
! " n +1

i =1 ! !f (si
i−m )

#

z(! )
p(sn

1 ) =
exp(! ! f (sn

1 ))
z(! )



A Tale of Many Models

p(sn
1 ) =

n +1!

i =1

! (si | si ! 1
1 )

Markov

log-linear

p(sn
1 ) =

n +1!

i =1

! (si | si ! 1
i ! m )

(collection of local, conditional models)

(one global model)

p(sn
1 ) =

n +1∏

i =1

exp(! ! f (si
i " m ))

z(si " 1
i " m )

p(sn
1 ) =

exp(! ! f (sn
1 ))

z(! )



Some Differences

¥Locally-normalized models:

¥Computing each z is easy, but thereÕs one for each word

¥Do need to compute zs to compare sequences

¥Globally-normalized models:

¥Only one z, but itÕs complicated

¥DonÕt need to compute z to compare sequences

¥Both:

¥Training requires numerical optimization



About !

¥In a log-linear model, each ! j can take any real value 
at all.

¥" j < 0: feature j gets penalized (event is less likely)

¥" j = 0: has no effect

¥" j > 0: feature j gets a bonus (event is more likely)



Inference Problems

¥Last week, we talked about choosing a path through an 
unweighted or weighted lattice, using an ( m+1)-gram 
model.

¥To do this, we used dynamic programming

¥For unigrams, just reweight and Þnd best path

¥What changes, if the model is log-linear  (but still based on 
(m+1)-grams) instead based on multinomials?

¥What changes if the model is not  based on (m+1)-grams?



Claim

¥HMMs are log-linear models, too.

p(cn
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Claim

¥HMMs are log-linear models, too.

p(cn
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)
· " (stop | cn
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n +1∑
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! ! f (ci " 1
i " m , ci , si )

z(! )

p(cn
1 , sn

1 ) =
exp! ! f (cn

1 , sn
1 )

z(! )

any model

Markov assumption

N-gram HMM
features

globally normalize



Log-Linear Backward Algorithm

Classic HMM:

¥back(I, D) += " (A | C) !  #(C | D) !  s(A, I+1) !  back(I+1, C).

¥back(N, S) += #(stop | S) !  length(N).

¥goal += back(0, start).

Log-linear HMM:

¥back(I, D) += [exp ! Tf(C, D, A) / z] !  s(A, I+1) !  back(I+1, C).

¥back(N, S) += [exp ! Tf(S, stop, $) / z] !  length(N). 

¥goal += back(0, start).



Ratnaparkhi (1996)

f (cn
1 , sn

1 ) =
n +1∑

i =1

f (ci
i ! 2, si +1

i ! 1)

p(cn
1 | sn

1 ) =
n+1!

i =1

p(ci | ci ! 1
i ! 2, si +1

i ! 1)

=
n +1∏

i =1

exp ! ! f (ci
i " 2, si +1

i " 1)
z(ci " 1

i " 2, si +1
i " 1, ! )



Ratnaparkhi (1996)

f (cn
1 , sn

1 ) =
n +1∑

i =1

f (ci
i ! 2, si +1

i ! 1)

p(cn
1 | sn

1 ) =
n+1!

i =1

p(ci | ci ! 1
i ! 2, si +1

i ! 1)

¥Current word, current tag

¥Tag trigram, tag bigram, tag 
unigram

¥Current word preÞx, current 
tag

¥Current word sufÞx, current 
tag

¥Previous word, current tag

¥Next word, current tag

¥Conjoined features:  f i = fj ^ f k

=
n +1∏

i =1

exp ! ! f (ci
i " 2, si +1

i " 1)
z(ci " 1

i " 2, si +1
i " 1, ! )



Ratnaparkhi (1996)

öcn
1 = arg max

cn
1

p(cn
1 | sn

1 ) = arg max
cn

1

exp! ! f (ci
i " 2, si +1

i " 1)

z(ci " 1
i " 2, si +1

i " 1, ! )



Ratnaparkhi (1996)

¥How to Þnd the best tag sequence?

öcn
1 = arg max

cn
1

p(cn
1 | sn

1 ) = arg max
cn

1

exp! ! f (ci
i " 2, si +1

i " 1)

z(ci " 1
i " 2, si +1

i " 1, ! )



Ratnaparkhi (1996)

¥How to Þnd the best tag sequence?

¥Exact solution can be found with dynamic programming

¥Try it!
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z(ci " 1
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i " 1, ! )
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¥Try it!

öcn
1 = arg max

cn
1

p(cn
1 | sn

1 ) = arg max
cn

1

exp! ! f (ci
i " 2, si +1

i " 1)

z(ci " 1
i " 2, si +1

i " 1, ! )



Ratnaparkhi (1996)

¥How to Þnd the best tag sequence?

¥Exact solution can be found with dynamic programming

¥Try it!

¥Ratnaparkhi used a beam search .

öcn
1 = arg max

cn
1

p(cn
1 | sn

1 ) = arg max
cn

1

exp! ! f (ci
i " 2, si +1

i " 1)

z(ci " 1
i " 2, si +1

i " 1, ! )



Ratnaparkhi (1996)

¥How to Þnd the best tag sequence?

¥Exact solution can be found with dynamic programming

¥Try it!

¥Ratnaparkhi used a beam search .

¥Why?

öcn
1 = arg max

cn
1

p(cn
1 | sn

1 ) = arg max
cn

1

exp! ! f (ci
i " 2, si +1

i " 1)

z(ci " 1
i " 2, si +1

i " 1, ! )
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Food for Thought

¥Where do the features come from?

¥Too many features:  overÞt

¥Too few good features:  donÕt learn

¥Ratnaparkhi:  cutoffs.

¥Good models = good features + good weight 
training.

¥Consider:

¥Every log-linear model on structures x actually includes 
all possible features of x.

¥Most of them have weight "  = 0.



Summary

¥Log-linear models:

¥Any features you want!  Sort of ...

¥What the weights mean

¥The models we already know are examples

¥Feature locality / efÞciency tradeoff

¥Next two lectures:

¥Why theyÕre called Òmax entÓ models

¥Selecting the features

¥More about training


