Language and Statistics |l

Lecture 2. About experiments



Lecture Overview

¥Why we do experiments
¥Why experiments arenOt quite enough
¥Some tips

¥ Nonparametric hypothesis testing



Experimentation

¥ Crux of the scientibc method

¥ The goal of the scientist: play devilOs advocate until the
data force you to concede.

¥ But are we scientists?

(Aside: CS departments donOt teach experimentation skills. Why not?)



Forget Lexical Semantics

¥Whether or not we deserve to call ourselves
scientists, we have a responsibility to behave
scientifically when doing experiments.

¥This means:
¥ Ensuring replicability: be careful in experimentation and
be thorough in publication
¥ Thoughtful and complete experimentation: be more
skeptical than your advisor, reviewers, etc.

¥This Is a matter of responsible scientibc behavior.
¥Once you publish a result, people will trust and cite it.
Are you prepared for that?



Why Experiment?

¥ Comparing methods
¥Testing sensitivity of a method to different conditions
¥ Replicating earlier work

¥ Design choices in engineering
¥ Feature selection
¥ Software optimization

¥ Curiosity
¥ Convincing yourself/others that a direction Is interesting

¥You have to, if you want to publish at a top conference
¥ Your peers care about ideas and performance improvements.



Some Best Practices

¥Training/development/testing
— Never use testing data until youOredone
— Always report when and how you used development

data
¥If comparing to prior work, use the same split so
measurements are comparable

¥Cross-validation
¥ Control for (and quantify) randomness in the data

¥Oracles to compute upper bounds

¥OEasyO or random baselines - protect yourself
¥1 like to do this early.



Tips

¥Recipe for a forgetable paper: Simply run the
standard comparison and report a positive
differential

¥Deeper questions are good:
¥When does my method do better or worse?
¥What does my method get wrong?
¥What new problems are revealed?

¥Trick: set up the next paper in the current one.

¥Common mistake: hoard interesting insights so
you donOt get scooped. Better to share interesting
insights to improve everyoneOs understanding.
Plus, you will get cited more.
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The Setup

Population P.

S=ls,s, E, s "isasample from P

Sampled according to some unknown distribution
denoted #.

X =1x,, X,, E, x "is a measurement on S.

¥Key idea: if we sampled S again, X might very well be
different.



Parameters vs. Statistics

¥|f data were generated according to a particular
parametric family (e.g., Gaussian, multinomial, log-
linear, ...), then the true model has true parameters .
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Parameters vs. Statistics

¥If data were generated according to a particular
parametric family (e.g., Gaussian, multinomial, log-
linear, ...), then the true model has true parameters .

¥There may be other descriptive quantities, such as
expectations under the true distribution (e.g., population
mean) that are not parameters of a model, but they are still
parameters of the true distribution.

¥ A statistic is a function of data. Sometimes statistics are
used to estimate parameters (as in maximum likelihood
estimation), and sometimes they estimate other descriptive
guantities (e.g., the sample mean estimates the population
mean, which may or may not be a parameter).



Example of a Statistic

| N
¥ Sample mean:
Lq
=1

n

M, —

¥ Not to be confused with the true mean:

Uy = E (5)[X(S)] =

sc P

X(s)®(s)



| N

Example ,,, - = pe = 2(s)! (5)

¥How good is our estimate of the mean?
¥One measurement: standard error (se) of the mean.

¥Note: any statistic has a standard error, which, is itself a
parameter (true value). We can alko estimate the
standard error of a statistic ; the estimate Is a statistic.

¥ Standard error of the sample mean is the standard
deviation of the population.

S€m, =

2



Central Limit Theorem

¥ The sampling distribution of the sample mean (x)
approaches a normal distribution as n increases.

| 2
My ~ Normal Ly, FX



Estimating se for sample mean m

X
¥ First estimate standard deviation for x and mean for X.
mn
> X ;
- 1 2
m, = =L sdy =% = (x; —m,)

¥Then plug In.

S€m, = f‘%: \z”’:<a:~ "nmx>2




Plug-in Principle

¥We do not know P.

¥We do not know #, the true distribution from which we
sampled.

¥We do have S (the sample).
¥We do know the sample distribution, F.

¥ Estimating a statistic usually means using F as a proxy for
#.



Good and Bad News

¥We have a formula to estimate the standard error
of the sample mean.

¥We have a formula to estimate only the standard

error for the sample mean

¥variance?

¥median?

¥trimmed mean?

¥ratio of two means?

¥correlation?

¥precision? recall? F-measure? BLEU score? E



Bootstrap World

4 N

unknown distribution !
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\ depends on X
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& depends on xy
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statistics about the estimate (e.g., standard error)



Bootstrap Sample

¥X =1[3.0, 2.8, 3.7, 3.4, 3.5]
¥ X* could be:

¥[2.8, 3.4, 3.7, 3.4, 3.5
¥[3.5, 3.0, 3.4, 2.8, 3.7]
¥[3.5, 3.5, 3.4, 3.0, 2.8
¥

(For each replicate, draw n elements with replacement.)



This Is relatively new!

¥ Imagine doing this with a pencil and paper!
¥Born in 1979.

¥ Typically (in science), sampling Is costly and computation
IS cheap.

¥ For empirical computer scientists, both are cheap!



Bootstrap estimate of se,

¥Let t be an estimate of population statistic $.

¥ True value of the standard error of t: se,_,

¥ldeal bootstrap estimate: se,_.

¥ Bootstrap estimate with B bootstrap samples:

B

> (L(Xp) — H(X))

\ b—1 B-1 Note: t(X) is the true
value under F, the
sample distribution!

o). -

o (B)

B !ll



Intuitively

¥We do not know P.

¥We do not know #, the true distribution from which we
sampled.

¥We do have S (one sample).
¥We do know the empirical (sample) distribution, F

¥Use F as a proxy for #; easy to generate lots of samples
from F (instead of just one).



Example: Correlation

¥ Suppose we have two measurements on the sample, X
and Y.

¥ X and Y have some true correlation coefbcient, %

E[XY] — E[X]E[Y]

E[X2] — E[X]Z E[YZ] - E[Y]?
¥ Sample correlation coefbcient (a statistic):

Z(Xi! mg)(y: ! my)

=1

\Dxi! mx)z\ > (it my)3

=1




Accuracy of r

¥No general closed form for se; no general estimate se..

¥ If weOre willing to assume X and Y are bivariate Gaussian,
then there is a closed form.

¥1Is this a reasonable assumption?

¥ Bootstrap estimate of se:

se(B) = \Z (ry, ! r)2




Compressed size (bytes)

Example: gzip

Compressed vs. original size
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Example: gzip

Histogram of t
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Bootstrap for se: advice

¥ Plot the data.
¥ Efron and Tibshirani:
¥B = 25 is informative
¥B =50 is often enough
¥DonOt need B > 200 (for se)
¥ Current advice:

¥Use as large a B as is reasonable.



Conbdence Intervals

¥Standard error measures the variabllity of an
estimate.

¥Conbdence intervals bound the probabillity of error
of an estimate.
¥ Random region that contains a (true) statistic with some
probability: L,U:Pr(L<" <U|")!1- &
¥ Intuitively: want a small region, high probability
¥ Tautologically: %is between -1 and 1 (100%)
¥Choose &and bnd L, U

¥ Interpretation: OIf we repeated the experiment M times, in
fewer than &M cases, the C.I. would not include the true

parameter value $.0



Normal Assumptions

¥ Could assume that our statisticOs sampling distribution is
normal.

¥ Calculate the standard error (closed form, bootstrap, etc.)

¥Use as standard deviation for the normal sampling

distribution and let
if I = 0.05, then

L = t— 1.645s&
U = t+1.6455¢

L = t©—2z1 156
U = t+ z1 1 S€&



Conbdence Intervals by Empirical
(Bootstrap) Quantiles

¥Generate the bootstrap distribution over t:
"t Bt g™ Sort.

L = tp
U

!
L1 1B

¥Warning: people often use corrections; be sure to
look up Obias correction accelerationO if you use
this.



Hypothesis Testing

¥Three kinds of tests:
¥One-sample:
¥ Are the data normally distributed? Poisson? E
¥ Two-sample:
¥ Are these two samples from the same distribution?
¥ Paired-sample:

¥1s technique A more accurate than technique B?



Hypothesis Testing

¥ Null hypothesis, H,. Assume itOs true (play devilOs
advocate).

¥ Find distribution of the test statistic under H .

¥ Calculate the probability of observed test statistic under
that distribution: Op-value.O

¥If probabillity is small enough (choose threshold
beforehand), reject H,.

¥ Look familiar?



Aside: StudentOs t-Test

¥Under what conditions is the paired sample t-test
appropriate?

¥ Two samples with the same (unknown) variance

¥ Ho = the means are equivalent

¥ Paired sample (most common in our Peld): rejecting Ho
Implies that the two populations are different

¥ Probably not appropriate if youOre not looking at a sample
mean.



Conbkdence Intervals for Hypothesis
Testing

(One-sample test.)

¥ Compute C.I. around H , statistic.

¥ Reject H, If observed statistic falls outside.



Two-Sample Bootstrap

¥Sample Y of size n (empirical distribution F); sample Z of
size m (empirical distribution G).

¥ Test statistic (example): t=|m, - my|.

¥Pool Y and Z into X; draw B samples of size n + m with
replacement.

¥ Call the brst n Ofrom FO and rest Ofrom G.O
¥p = #(tb*' t)/ B



Related: Permutation Tests

¥ Older technique for testing whether F = G.
¥Instead of resampling, randomly permute.

¥ Paired sample version:
¥Pairs (y, z). Swap each pair with probability 0.5.

¥ Calculate replicates of m .
¥As before, p =#(t,"' t)/B

¥Gives us a p value.
¥In general, might want more information.



Sign Test (my favorite)

¥ Nonparametric test that assumes only that the (x, y), are
Independent of each other.

¥ Derived from closed form for permutation distribution.
¥H,: median of X and Y is the same; Pr(Y, > X) = Pr(Y. < X).
¥ Test statistic: t=#(X. >Y)

¥Under H,, t ~ Binomial(n, 0.5).



Warnings

¥ When you pick a statistical test, know what assumptions you are
buying into.
¥ Normality?
¥ Independence?
¥ Equal variance?
¥ Often best to check that these hold.
¥ Calculations, or visualization
¥ If you donOt buy into them, Pnd a more appropriate test.
¥ Hypothesis testing doesnOt substitute for good "
¥ experimental design and choice,
¥ exploratory data analysis,
¥ evaluation measures (picking the right statistics)



Hypothesis Testing

¥Hypothesis testing is a tool that helps us determine how
much to trust an experiment.

¥ Neither necessary nor sufbcient for publication!
¥Think of it as full disclosure or part of your argument.

¥My view: It is often not used appropriately in our field .

Caveat: there are criticisms. | would call them
philosophical and simply argue for perspicuity in
engineering research.



